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Transformers in natural language processing (NLP) are a type of deep learning model that use sei—
attention mechanisms to analyze and process natural language data. They are encoder-decoder models

that can be used for many applications, including machine translation. :) &a 7—4“1, Task
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Scaled Dot-Product Attention

Self-attention, also known as scaled dot-product attention, is a crucial

mechanism in the transformer architecture that allows the model to weigh
. . . . . MatMul
the importance of different tokens in the input sequence relative to each

other
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1. Query Vectors (Q):
Role: Query vectors represent the token for which we are calculating the attention. They help determine the
importance of other tokens in the context of the current token.

Importance:
Focus Determination: Queries help the model decide which parts of the sequence to focus on for each

specific token. By calculating the dot product between a query vector and all key vectors, the model
assesses how much attention to give to each token relative to the current token.

Contextual Understanding: Queries contribute to understanding the relationship between the current
token and the rest of the sequence, which is essential for capturing dependencies and context.

2. Key Vectors (K):
Role: Key vectors represent all the tokens in the sequence and are used to compare with the query vectors to
calculate attention scores.

Importance:

Relevance Measurement: Keys are compared with queries to measure the relevance or compatibility of
each token with the current token. This comparison helps in determining how much attention each
token should receive.

Information Retrieval: Keys play a critical role in retrieving the most relevant information from the
sequence by providing a basis for the attention mechanism to compute similarity scores.

3. Value Vectors (V):
Role: Value vectors hold the actual information that will be aggregated to form the output of the attention
mechanism.

Importance:

Information Aggregation: Values contain the data that will be weighted by the attention scores. The weighted sum
of values forms the output of the self-attention mechanism, which is then passed on to the next layers in the
network.

Context Preservation: By weighting the values according to the attention scores, the model preserves and
aggregates relevant context from the entire sequence, which is crucial for tasks like translation, summarization, and
more.
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Summary of Importance

Stabilizing Training: Scaling prevents extremely large dot products, which helps in stabilizing the gradients
during backpropagation, making the training process more stable and efficient.

Preventing Saturation: By scaling the dot products, the softmax function produces more balanced attention
weights, preventing the model from focusing too heavily on a single token and ignoring others.
Improved Learning: Balanced attention weights enable the model to learn better representations by considering

multiple relevant tokens in the sequence, leading to better performance on tasks that require context
understanding.

Scaling ensures that the dot products are kept within a range that allows the softmax function to operate

effectively, providing a more balanced distribution of attention weights and improving the overall learning
process of the model. :
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1) This is our

input sentence*

2) We embed

each word*

3) Split into 8 heads
We multiply X or

with weight matrices [KS

*In all encoders other than #0
we don't need embedding
We start directly with the output

of the encoder right below this one

Layer: + | Attention:  Input - Input
The_ The_

animal_

didn_

animal_
didn_

t t
Cross_ Cross_
the_ the_
street
because

street

because
it_ n_

was was_

too too

4) Calculate attention
using the r Iting

matrices

5) Concatenate the resulting = matrices,
then multiply with weight matrix to

produce the output of theTayer

Layer. 5 3 Attention:| Input - Input

LI B B
The_

animal_
didn

street_
because_|

@ POS«'h'onaL EIMOdMJ,

SR S W B

AN

J:im Kives  TiGe @

Tiwee ks Lion Seif  Atontiow

i

mI_ 1\7\1—

The_
animal_
didn

O Kovd Tokens iF can

‘F‘/ocm Pman L(T
\
DrAW BACK

QCQ.LK Ne  SCquembiat
Shrvehe 0—8 H.u; wevd §

{orae



Dhomion JS  AlL l——‘l \ )
U BOD‘( ]o\.n'r\q(
\’DU NEED PMIhovml No’vd
Ktatodes

s L—) :llld\a:k ‘f‘

ovds

U
BG("( Pn[)oaai-wn

EEEnEEEAN

[1-1-T4]

T\J\M OI, Pog]hov\ Eh(oo\l'n}

\/‘) SI'V\SV(QOI'AQL FOSH“'\ El’\(odm7
2) Kandd hwst Kheoling =
Nne \705' na )‘\P‘CO 7 _> PO(\‘\(MQ[ EktOJMj Avc [carad dun
7

T-Yam:j é

. .- :
@ Smsugnual, [Vosihonal Eh(odwj £ J1 ww Sinc and  Cosine »fuy\(honf
O{» o(i{{wmi— fwﬁucmfu b Creaie [‘)DCihomC.‘- cmoJm?s

A &
LPos,l\) SW\, mo\w‘odu L\)Iwu ?05 ,'g he Pogihov\
{15 the dimanson

P.E (P"(;Afh) = (os ( [ :
'D[ dwht AMDJC[ 1¢ ‘hf\L Jl.M(f\S’.Dnﬁll‘j
0} Mme (W\lot./d(’\jS'

looo o

Fo yula 2

éj’- The («f Sa¥

The = [O') 02 03 O‘l{] 1T { Mty fhe Order of
(ar = [ps ot 03 0%] | s G
Cores (g Go s e

| [T ]




" - " POS = - POS
PL(PD(,Zi) - S (lo”oo"—"/d'ﬂok'> P-L(Pog')‘.“) COS (10000"",3""“"‘>-
FOY 0uY  EnCunple dmu)(( = L’
Fn 'Fos;hov\. Foc: (o]

0]

: S 3 = Sn(0)=0

PZ(OIO) = Sin ( lonooou') 7o)
PLT(O'O =2 (OS ( OT) & (0((0) = 1_

7 = ) 0 - in(0)= O

p-&(02) Sin ( \oooqu> - Simo)

Pe (03) = (s ( 6) = L

P-E-'— [0||101|] PL: _ S;V\ ( FDS >

(PD(’Z' ) - lo‘)oo'l—"/dmohl
TG _ 5
P _ P-’-l(pos,)iu) = (os ( e 114
P'E (l.O) = Si'\ ( Qowu Sih(l) = 08¢ 10000
PE (l[ ,> = (OS ( |o°ooz/'l) ':l\l 0540 >
PEC12) = Gin (loow')/q> N 00l
PE ( L3) = (os N 09999
Veehr [%s1 honal Eb\(m"'ﬁ
—ﬂw |0| 02|03 \o-t,) ;\' Ol | R Y \
AT 1o lex o3 bos) > [os4 Jo-v4)o-01 0999
i B
N/W  Neorer Ji

i

—) Meyygy head Atfentoy

|

SELF  ATIENITON )

5
I

|

oot




Pog ol e— sy om ‘ ol [ol

| & Poginonal E‘V\toa':7

@ Seif Attonhon loner
@ Muiv head  Btcats
@ ?On‘f-'ovw\}_ ﬁnudw:]

@ faqw Novimalizahs =
NS

neodg +
[o5 04/ 0-3]0-8] 01 ] 0'1' 03 Io-q
(AT e
l’ro(lz::lt)li,l‘il(t ies
TVO(V\G{'anWs
i
Ay a
¢ =
o (s . .
Roridus potons 0 sions

L d'h 3 I (6] :
o nput utput
L

Inputs Outputs
(shifted right)

— Batcn Normaat da hov

i

e Kﬁqc r Novwalizgh-~

f Z>o——9 ofp-
{2
An

| )
Mas Add A~ D Noveelize
gty

Prfu'.




A‘IU- V\ 2000 ;f 80

Normapzahon = Stardard  Scalin
I.L(‘O)q—:i) .—f! %.(\“<= M0, ¢—:1

z‘(uve S5 L e :')
L {" x X .
Dcc]? (U(an;j_i ,'/P Im4ic :) Min Max Scaler /[ ‘: X <
0 -afS &t | ’ I Efl
:> Uin Max C(alev = ‘f
—_ '[7’ I /\
Ku_o A ‘K X /\
p_r—dw (o tewd K: {? {1 K\\_,
(D Ihn,wow)» T)'&IA-IZ Sﬂbﬂul} =0 M=0, —=A \U
/2 =1 }
\fahulnvﬁ Gund C”?(D"la Qvad.uf P—»bhm e

fos

@ Fous hev COVI\IW?MU.
:) Rack PWfoéiqhm =) Shble updef= -

‘fl ')[l Noraleie Gy,

Mo fize Roswn s e 2z 7,

o’ i | o%r 0¥s Y4 ==

0b 0:20 ===

ox¢ {7‘ — = = I | S
N A

. W

L= r[(o'“r"' Wy FOST #u5) +b‘] B V%CL} Dses s dithuphen

- ' h:—o,u—_-i, ‘/
AR o 4 th) = Vak 2 I M, T 2.,

Bakh Nomwatigmn Vs Kager Nevmaiizehen
'rl ‘[1— L Ly
— 0[0‘1(‘7

- Normalizsh -,

=

|

— |

|

— _'__,’

—
—




T, ﬁ == Leamab mechns

@ B_—:'I N()V walza hen
_ = Y

- = Y,];

—

o O L :r[w,Tx th) ]
-0~ 0 L) \[ o((qyulolc jia,‘c.mhv( &
L/./‘ 0 7
ooy = T2 1= 7"_"’“’} uid
— A = / =
,/ R atet, Novmidl zehon
fNoW“"('"“J ’

) tar" - [[20, wo, 60,80 ] & { Vurs |
Q—) PM(MQM - Y = EI,OILO, "0,"0__,,'—") £anxd SCClb}

:) g(.'alc And
P" [o-o ,0:0, 0'0,0-~o] — Shift Lhip pawtm
£ )‘l"'u
r) (Dm ve fle  tan szurc .
pw —
M= _|_ (2.0 + 40460+ 30)
L
— 4A0:0 = Cp
4

'\‘D (ompute T Veviance (0"’2>
2 0 2 B 1 ?.0__{.031] -S o
R o (ho-50) + (6253 r( -
Yy

'|I"n) Novemalize H '/P
£ A €2 175 =) Mok diisun by 0

o - Fopier B Jpoon = F28L




A, = A0-T0 N 3y Nevmalized  vechy
2:23¢
A L ic
’)'7_ & 0-\—-0 ('\\I) -'O‘(.(f Q = [—1.314, -—O‘Ll}’) 0'(.{5’" |3L’j
223 ¢
A
A3 = b-0-Y-0 0, Ouf
2-236
e g
X, = §v-v-o
) — o |3y,

213

4) Scale And Svif

Y- [,.0‘\,0’;.0,,,0—] )?; [o-o,().o,o-o,o,o].

yv’ = s 7(\:' B lg"
y; [-\'3‘1 S A d o |-2,~'-r] ‘

[ Rescaveh Pa P“j

ENCODER DECODER
ENCODER
ENCODER

ENCODER
ENCODER
ENCODER

fcuﬂ.\ Foruevd NN —

£y

v Multr Mead BHamhon  — Lo 2y 273 Ty Z¢ ¢ Ty T i'Rucnvck P‘*P""} K
’l\ V = Ly

=y ggp. - {YLWGV(\I\ ?QFV} l,:= g//-

d(p Cequence Cvevy Wevd: N .

Ruwats
=




2) We embed 3) Splitinto 8 heads 4) Calculate attention  5) Concatenate the resulting =~ matrices,

input itence* each word* We multiply X or then multiply with weight matrix to

with w t matrices / matrices produce the output of the layer

*In all enc yther than #0
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The transformer decoder is responsible for generating
the output sequence one token at a time, using the
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Maskng
Masking in the transformer architecture is essential for several reasons. It helps manage the
structure of the sequences being processed and ensures the model behaves correctly during

training and inference. Here are the key reasons for using masking:
1. Handling Variable-Length Sequences with Padding Mask

Purpose

To handle sequences of different lengths in a batch.

To ensure that padding tokens, which are added to make sequences of uniform length, do
not affect the model’s predictions.

2. Maintaining Autoregressive Property with Look-Ahead Mask

Purpose

To ensure that each position in the decoder output sequence can only attend to previous
positions and itself, but not future positions.

This is crucial for sequence generation tasks like language modeling and translation, where the
model should not have access to future tokens when predicting the current token.
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